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Abstract

Artificial intelligence can propose materials, interpret measurements and increas-
ingly coordinate experiments. Yet reliable scientific autonomy requires more than
capable models: research systems must preserve what is known, where evidence
came from and which actions are justified. We argue that machine-actionable scien-
tific knowledge is essential for trustworthy autonomous research, and that ontology-
grounded knowledge graphs are a particularly powerful way of achieving it when
scientific meaning must be shared across disciplines, systems and scales. Using The
World Avatar (TWA) as a case study, we examine how ontologies, dynamic knowl-
edge graphs and software agents connect models, literature, experiments and lab-
oratory assets, and how ontology-derived tools can constrain large language model
(LLM) actions. A reported design-to-synthesis study of a new metal-organic polyhe-
dron demonstrates the integration of previously separate tasks, but not yet an environ-
mental benefit or fully autonomous discovery. A material-passport example further
shows how shared semantics can support industrial circularity assessment. We dis-
tinguish structural validation from scientific verification, and circularity indicators
from demonstrated environmental benefits. The priority is not to create a univer-
sal platform but to build evidence-preserving research infrastructure whose scientific
and sustainability benefits can be tested.
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% Accountable AI for Sustainable Materials Discovery

Highlights
¢ Scientific Al needs a shared, traceable record of what is known, how it was

derived and which actions are justified.

* Ontology-grounded knowledge graphs share scientific meaning across disci-
plines, systems and scales, with automated provenance for registered compu-
tations.

* Ontology-derived tool contracts constrain LLM actions, but formal validity
does not guarantee scientific correctness.

* A new porous cage material was designed, screened, synthesised and charac-
terised within one connected knowledge graph.

» Faster Al discovery is not automatically sustainable: benefits must be tested
from synthesis to full energy systems.
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1 Introduction

Batteries, electrolysers, catalysts and carbon-capture sorbents are central to energy tran-
sitions. Their performance depends critically on the materials they are made of, but a
material’s value cannot be established from a promising molecular property alone. Syn-
thesisability, durability, process integration and environmental impacts ultimately de-
termine whether a material is useful. Meanwhile, high-throughput computation, ma-
chine learning and self-driving laboratories are accelerating design—make—test—analyse
cycles [1, 23, 38]. LLM-based agents add the ability to interpret literature, propose pro-
cedures and invoke scientific tools [7, 8].

The difficulty is no longer simply generating predictions. Scientific information is dis-
persed across papers, instrument logs, calculation outputs and local databases, often with-
out comparable units, conditions or derivation histories. An agent may produce a plau-
sible synthesis recommendation while confusing a calculated property with a measure-
ment, overlooking a missing condition or forgetting a previous failure. Studies of LLM
reasoning in closed-loop chemistry underline the continuing importance of domain exper-
tise and verification [11, 13], and a recent perspective in this journal calls for investing
as much in verification and accountability as in models [16]. The problem is most evi-
dent in sparse-data domains, where publication bias means the literature records mainly
successes. Explicit representations can retain failed conditions and unviable candidates
alongside successes, so that this evidence remains available to later reasoning and can
help agents avoid repeating unproductive experiments [27, 32].

Alongside asking whether an Al system can suggest the next experiment, it is therefore
worth asking what evidence it draws on, what it is able to change, and how its results can
be checked.

We argue that machine-actionable scientific knowledge is essential for trustworthy au-
tonomous research, and that ontology-grounded knowledge graphs are a particularly pow-
erful way of achieving it when scientific meaning must be shared across disciplines, sys-
tems and scales. The World Avatar (TWA) offers a practical example through which to
explore the opportunities and open questions [2].

2 Explicit knowledge as research infrastructure

For scientific reuse, a data value needs more than a label [41]. A measured adsorption
capacity is meaningful only alongside the material identity, pressure, temperature, acti-
vation history, units, uncertainty and source, and linking it to a process model requires a
shared account of what each quantity means. Explicit representations describe entities,
relationships, assumptions and derivations in forms that people and software can inspect
and query. They make provenance recordable; they do not guarantee that it is complete
or correct.

TWA implements this approach through a dynamic knowledge graph (KG), domain on-
tologies and semantic software agents connected to computational and physical systems.
For example, OntoSpecies describes chemical species [26]; OntoMOPs represents metal—



organic polyhedra and their building units [20]; and OntoSyn structures synthesis proce-
dures [30]. The twa Python package and natural-language query interfaces offer access
without direct graph programming [6, 31].

Crucially, TWA represents agents themselves semantically (Fig. 1). The OntoAgent on-
tology provides a schema for describing services: their capabilities, typed inputs and
outputs, and how to invoke them. Each individual agent is then recorded as an entry in
the KG. The agent-composition framework uses these descriptions to discover compat-
ible agents and assemble executable workflows by matching input and output types, as
demonstrated for cross-domain emissions modelling [42]. Trust in agents was also ad-
dressed early. A smart-contract-based marketplace scored agent outputs automatically
and kept tamper-resistant records, so that composition could choose between functionally
identical agents [43].
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Figure 1: Semantic agents and explicit knowledge representation in The World Avatar
(TWA). Domain ontologies provide shared scientific meaning, while the On-
toAgent ontology describes the capabilities, inputs and outputs of semantic
software agents, enabling their discovery and automated composition. The
OntoDerivation ontology describes how individual computations and their de-
pendencies are recorded. TWA’s Derived Information Framework records com-
putational lineage and supports the automatic updating of outdated derived
information. Together, these components connect scientific knowledge, compu-
tational models and physical systems through a dynamic knowledge graph.

The complementary OntoDerivation ontology defines how particular computations are
represented. TWA’s Derived Information Framework links each derivation to its agent and
input and output individuals, creating queryable dependency chains and enabling stale re-
sults to be recomputed upon access [4]. An automated laboratory application used this
to manage the iterative workflow between two synthesis robots located in Singapore and
Cambridge [5]. OntoAgent therefore describes what an agent can do, while OntoDeriva-
tion records what it derived and from which inputs. This provides automated computa-
tional lineage for registered workflows, though not completeness of external provenance
or scientific correctness.

These capabilities matter most when independent tools or disciplines must reuse the same
scientific meaning across changing schemas, organisations or scales; for a stable, local
workflow, a conventional database with a well-designed interface may be simpler. Shared
identifiers alone do not resolve contradictory definitions, uncertain measurements or dif-
fering modelling assumptions. Semantic interoperability is an ongoing agreement be-
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tween communities, not a property conferred automatically by a graph database. TWA
is one contribution among several: data infrastructures such as NOMAD and OPTI-
MADE [15, 33], materials and battery ontologies [12, 14] and workflow provenance in
AiiDA [18] pursue complementary goals.

3 From descriptive ontologies to accountable agents

LLM-enabled agents extend TWA'’s established semantic-agent architecture by introduc-
ing flexible interpretation and planning, while relying on typed interfaces and explicit
constraints for accountable execution (Fig. 1). The question is how far formal descrip-
tions can constrain these actions without confusing scientific correctness with structural
validity.

Literature information extraction shows both the promise and the associated challenges [39,
40]. Ontology-aligned LLM workflows have converted published MOP synthesis infor-
mation into structured knowledge [30], but a plausible extracted procedure does not guar-
antee that the source was read correctly. In a recent study, ontology-to-tools compilation
turns selected domain descriptions and constraints into tools that an LLM agent can call
through the Model Context Protocol (MCP) [44]. Required fields, recognised entities and
units are then checked whenever the agent tries to create a record, and structured feed-
back lets it correct errors. On a 30-paper synthesis-extraction benchmark, the approach

achieved a micro-averaged F1 of 0.83; removing constraint feedback reduced synthesis-
step F1 from 0.84 to 0.57.

This shows that constraint feedback improves the tested workflow, not that the resulting
knowledge is necessarily correct. A well-formed value may come from a misread paper,
and a plausible reaction may still fail in the laboratory. Independent source checks, un-
certainty estimates, instrument interlocks and, where appropriate, human approval remain
necessary [3, 21].

No single representation technology is required, however. Persistent optimisation cam-
paigns can separate an LLM’s interpretation from the state and execution of experiments [25],
and relational databases or typed APIs may suffice for narrower tasks. The question is
which combination preserves scientific meaning, evidence and control at acceptable cost,
rather than whether all research can be placed in one graph.

4 A materials discovery cycle: what has been demon-
strated?

Metal-organic polyhedra (MOPs) are discrete cage-like assemblies of metal-containing
and organic building units. Their regular geometries suit structure-guided design, and
their porosity motivates research into separations and other applications [20, 22]. In TWA,
geometric and chemical building units are linked so that candidate assemblies can be
explored systematically and passed to computational screening [9, 10].



A recent study reports a linked design-to-synthesis workflow [32] (Fig. 2). Candidate
MOPs were generated from structural rules and screened by tight-binding density func-
tional theory and crystal-structure prediction. Synthesis conditions were inferred by anal-
ogy with previously extracted procedures. A previously unreported Zr-EDB-MOP was
synthesised accordingly; infrared spectroscopy, high-resolution mass spectrometry and
powder X-ray diffraction provided evidence supporting its assignment. An experimen-
tally unsuccessful candidate, identified as strained during screening, was also retained in
the knowledge record.
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Figure 2: Automated reticular material discovery using The World Avatar (TWA). The
workflow integrates five stages: rational design of candidate materials from
chemical building units and assembly models; structural modelling of the pro-
posed architectures; computational assessment of their viability; prediction
and structured description of synthesis procedures; and experimental assess-
ment of the resulting materials. Explicit knowledge representation connects the
individual stages, enabling the reuse of scientific information and the integra-
tion of computational predictions with experimental results. Adapted from [32].

This is a meaningful demonstration of joining design, calculation, precedent, proposed
synthesis and experimental evidence. It does not establish that every experimental de-
cision and instrument action was autonomous, and the CO, capture performance and
environmental impact of the new MOP remain to be established; CO, adsorption mea-
surements are under way. The advance is the traceable connection among stages usually
managed through separate files and workflows [36]; the actual efficiency and efficacy
increase over a conventional workflow remains to be tested in a controlled comparison.

S From material discovery to measurable sustainability

Faster discovery is not synonymous with sustainable discovery. Autonomous campaigns
consume solvents, reagents, computing power and laboratory energy. An apparently su-
perior sorbent may need energy-intensive regeneration, scarce elements or frequent re-
placement. Two outcomes therefore need separate evaluation: the resources used by the
research process, and the life-cycle consequences of the technology discovered.
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The research process itself can be measured. Green-chemistry metrics such as process
mass intensity (PMI) and reaction mass efficiency (RME) [24] require quantitative records
of material consumption and product yields. PMI accounts for all process materials, in-
cluding solvents, whereas RME quantifies the efficiency with which reactants are incorpo-
rated into the desired product. Structured synthesis representations such as OntoSyn can
capture the required data if experimental records are complete. An agentic optimisation
campaign has computed these metrics alongside yield and identified more mass-efficient
conditions than a human-directed campaign [25]. Solvent typically dominates input mass
and must be tracked. Reporting energy and emissions per validated discovery would ex-
tend such accounting to computation [16].

TWA already has a concrete circular-economy application: the Material Passport Ontol-
ogy (MPO) represents product composition, provenance and end-of-life flows for circular-
ity assessment [34]. Industrial partners created ten passports for automotive components
and wind-turbine blades, checked automatically against formal consistency rules written
in the Shapes Constraint Language (SHACL). Graph queries computed circularity indica-
tors, and calculated recoverable fibre yields were reported as comparable with recycling
experiments. This shows how structured product information supports circularity calcu-
lations across stakeholders, but not reduced emissions; reliable end-of-life data remained
difficult to obtain, and ten passports cannot establish generalisability.

Such work suggests a route from materials knowledge to sustainability assessment (Fig. 3).
Adsorption data for a CO, sorbent could be linked to regeneration energy, operating life-
time and process emissions; battery performance to manufacturing and end-of-life flows;
and catalyst energetics to reactor and process models. Cross-domain, cross-scale cou-
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Figure 3: From materials knowledge to sustainability assessment using The World Avatar
(TWA). Explicit knowledge representation provides a foundation for connecting
materials discovery, product composition, circularity assessment and system-
level sustainability evaluation. The Material Passport Ontology demonstrates
how structured product information can support circularity indicators and
resource-recovery assessments. TWA has already coupled models across do-
mains and scales at building and city level [37]; extending this coupling to link
material properties to devices, industrial processes and energy systems offers a
pathway towards integrated life-cycle assessment (LCA) and techno-economic
analysis (TEA).



pling has already been demonstrated from building to city level, linking buildings, en-
ergy, flooding, transport and air quality [37], while connected laboratory digital twins
offer complementary infrastructure [28, 29]. Circularity indicators are not substitutes for
life-cycle assessment, and any claim of environmental benefit requires explicit functional
units, system boundaries, comparison technologies and uncertainty [17].

6 Challenges and a testable research agenda

Four questions should shape community investment:

1. How much formalisation is enough? Comprehensive ontologies for batteries, cata-
lysts and polymers are costly to build, align and maintain; small, versioned modules
with governed meanings and mappings may deliver more value than a universal
schema.

2. What is actually verified? Tool validation can reject malformed requests, but not
false measurements or unsupported inferences. Derivation records need source evi-
dence, calibration, model versions and human oversight for consequential actions.

3. Who bears the integration cost? Legacy notebooks, instrument controllers and pro-
prietary systems are difficult to connect [19], and federation requires security, per-
missions, reliable identifiers and resolution of conflicting interpretations.

4. Who maintains the infrastructure ? Negative results, metadata curation and reusable
software need lasting institutional support and academic credit [35].

Scientific knowledge also changes, and laboratories may use different definitions or un-
certainty conventions. A trustworthy record therefore needs versioned claims and correc-
tions that preserve the history of decisions rather than treating the latest graph state as
unquestionable truth. Agent permissions should depend on the consequences of an ac-
tion: querying a database is not equivalent to modifying a synthesis protocol or actuating
equipment.

These difficulties call for discriminating benchmarks rather than platform demonstrations
alone. A multi-laboratory study should compare an ontology-grounded workflow with
well-engineered database/API alternatives on the same scientific tasks, reporting extrac-
tion accuracy, recoverability of evidence, interoperability costs, human interventions, ex-
perimental success, resource use and curation effort. Independent replication would be
more persuasive than a claim of complete autonomy. The practical route is incremental:
agree on minimal metadata for high-value experiments, keep original evidence acces-
sible, expose validated actions through defined tools, and add cross-domain links only
where they answer a scientific or sustainability question. The aim is interoperable and au-
ditable research, not mandatory adoption of any one ontology, agent framework or storage
technology.



7 Conclusion

Scientific Al will be most useful when its suggestions become inspectable decisions and
its actions leave reusable evidence. What, then, should Al agents know? What is known
and how it was derived; which actions they may take, through typed and checked tools;
and what has already failed. The World Avatar shows that such knowledge can be built
and used today, while the MOP study reveals what remains unproven, and where shared
semantics across disciplines and scales add most value. The next standard for agentic ma-
terials science should be not simply a new material or a faster experiment, but a justified
result whose provenance, limitations and consequences for sustainability can be indepen-
dently assessed.
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